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Abstract

Estimating and visualizing high-order statistics of multivariate data is important for

analysis, synthesis and visualization in science and engineering. Often, data consists

of measurements on an underlying domain, such as space or time. Examples include

images, audio signals and text, where the domains are 2-D space, 1-D time and 1-D

symbol index. We introduce a model called the “epitome” that can simultaneously

represent multi-scale high-order statistics as a set of parameters on the same domain

as the input data. A cost function measures how well multi-scale patches drawn from

the input data match the epitome and this cost function can be optimized efficiently

using the EM algorithm. Our technique reduces a large number of high-order statistics

to an intuitive, compact representation that is suitable for a variety of data processing

applications. We demonstrate our method using problems of object detection, texture

segmentation and image retrieval.
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One approach to the problems of fully or semi-automated visualization, analysis and syn-

thesis of data is to learn a compact model that accurately accounts for interesting properties

of the data and can be used as a summary of the data [1, 2]. The hope is that the compact
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model will offer a way to visualize complex relationships, discover high-order patterns that

are useful for further analysis by human or machine, and provide an efficient parameteriza-

tion of the data that is useful for synthesizing variations of the data and making predictions.

We introduce a parametric generative model called the “epitome” and an unsupervised

learning algorithm for fitting the epitome to input data. When data is measured on some

underlying domain such as space or time, a sensible model should account for properties

that emerge from invariances in the domain. The epitome accounts for one one of the funda-

mental elements in Grenander’s pattern theory, domain warping [1], and the computations

needed to learn the epitome are related to Mumford’s proposition for implementation of

domain warping in neuronal architectures [3].

An epitome is an image of parameters that specifies a generative model of patches taken

from an input image. Although the domain on which the data is measured can have arbitrary

dimensionality, for concreteness we focus on 2-dimensional images, such as those shown

in Fig. 1 [4]. Given an input image, a training set can be formed by randomly selecting

patches of various sizes from the input image. In fact, the patches may be of the same size

or of a variety of sizes and they may be taken regularly from the input, or from random

locations. The set of patches is then used to obtain a maximum likelihood estimate of the

epitome, as shown on the far right in Fig. 1. Although the epitome is over five times smaller

in area than the input image, it contains many of the multi-scale high-order statistics present

in the input.

We now introduce a novel cost function for learning the epitome. The goal is to maximize

the marginal probability of the input patches, summing over all possible ways in which the

input patches can be generated from the epitome. An input patchX is a functionx(k) on
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Figure 1:(A) To estimate the “epitome” of a 180× 200 input image, a training set is formed
by extracting patches of random sizes from random positions in the input image. Then, the
expectation maximization (EM) algorithm is used to learn the more compact epitome, so
that the set of patches is also likely to have been drawn from the epitome. (B) The mean
color image of the 80 × 80 epitome during learning [9], where each successive picture
corresponds to an additional 3 iterations of EM. The final epitome contains many of the
large-scale structures in the input image, but also retains many details, such as the sharp
boundaries between the flowers and the dark background.

an underlying domainK, wherek ∈ K is a vector whose dimensionality is equal to the

dimensionality of the image domain. We assume the domain is discrete, so thatK is a

subset of the integer tuples. In Fig. 1, the underlying domain is 2-D space, sok is a 2-D

integer vector.
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The epitomeE is represented by an image of model parameterse(j), a set of mappingsM

that specifies how patches may be generated from the epitome, and one probability for each

mapping. The domain of the model parameters,J, is usually smaller than the domain of the

input image. A patch is generated by first selecting a mappingm with probabilityρ(m),

where
∑

m∈M ρ(m) = 1. Then, each value in the patch,x(k), is generated independently

using the corresponding parameter in the epitome,e(m[k]). The density of the patch given

the mapping and the epitome is

p(X|m, E) =
∏
k∈K

f(x(k); e(m[k]))), (1)

wheref(·; ·) is the density function for each value in the patch. Out of all parameters,

the density ofx(k) depends only on the parametere(m[k]). The most appropriate form

of the density functionf is application-specific [5]. Multiplying by the prior probability

of the mapping and summing over all mappings, we obtain the marginal likelihood of the

epitome,

p(X|E) =
∑

m∈M

ρ(m)p(X|m,E). (2)

The marginal log-likelihood for a set ofN i.i.d. training patchesX1, . . . , XN is

L(E) =
N∑

n=1

log
( ∑

m∈M

ρ(m)p(X|m, E)
))

. (3)

This is the log-probability that the training patches were generated from the epitome.

Learning entails searching for the epitomeE that maximizes the highly nonlinear function

L(E). While a variety of nonlinear optimization techniques can be applied, we present an

efficient expectation maximization (EM) algorithm [6] that treats the mapping as a hidden

variable. Initially, the epitomeE is set to a random value and then the algorithm alternates
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between an E step and and M step until convergence of the epitome. In the E step, for each

input patch, the posterior distribution over the mapping is computed using Bayes rule:

P (m|Xn, E) =
p(Xn|m,E)ρ(m)∑

m∈M p(Xn|m, E)ρ(m)
. (4)

In the M step,ρ(m) is set to 1
N

∑N
n=1 P (m|Xn, E) and e is set to the value ofe′ that

maximizes the expected value oflog P (X|m,E),

N∑
n=1

∑
k∈K

∑
m∈M

P (m|Xn, E) log f(xn(k); e′(m[k])). (5)

In the M step, the parametere′(j) at locationj can be solved for independently of the other

parameters, by maximizing

N∑
n=1

∑
k∈K

( ∑
m:m(k)=j

P (m|Xn, E)
)

log f(xn(k); e′(j)). (6)

e(j) is adjusted to maximize the log-likelihood of all of the values in every patch, where

each value is weighted by the posterior probability that the value was mapped from position

j in the epitome. The EM algorithm produces a sequence of parameter estimates with

monotonically increasing likelihood [7],

We report results on real-valued visual images using the normal distribution forf and

the set of mappings corresponding to cutting out axis-aligned rectangular patches from all

possible locations in the epitome. See [8] for details on the EM updates and how they can be

computed efficiently using convolutions. Here, the parametere(j) associated with position

j in the epitome consists of a mean and a variance. Fig. 1 shows the means, as an image,

learned from a color picture of a dog standing on a side-walk in front of a garden [9]. The
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Figure 2:The epitome simultaneously supports a variety of complex data processing tasks,
such as detecting individual patterns and segmenting textures with quite different spectral
properties. Regions including the dog’s nose, the shaded flowers and the sidewalk surface
are tagged in the epitome and then the input is reconstructed using the tagged epitome
[10].

epitome contains many of the dominant features from the input image, including various

features from the dog, light and dark magenta flowers, and the sidewalk. Importantly, these

features are integrated together in a consistent way across the epitome, even though they

have different scales.

The epitome of an image offers a way to easily visualize the high-order statistics in the

image, and simultaneously supports a variety of complex data-processing operations. Fig. 2
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shows how the epitome from above can be used to separately tag two textures with quite

different scales, and locate an object (the dog’s nose) that occurs at only one location in the

input image [10].

Complex patterns are often described by a combination of parts, such as specific types of

mouth, eyes and hair in images of faces. Fig. 3 shows that learning the epitome of patches

drawn from frontal images of faces produces a semi-coherent montage of face parts, which

can be used for parts-based image retrieval. In other work, libraries of fixed-size patches

have been used successfully for modeling high-order statistics in images [13]. By virtue of

the patch index, libraries of patches can model dependencies that span the width of a patch.

To account for multiple scales, a huge library of multi-scale patches can be constructed. In

contrast, the epitome can model the same range of scales, but uses many fewer parameters.

Further, the epitome integrates the multiple sizes of patches together into a single, spatially

coherent image.

In contrast to most texture models, the epitome can simultaneously model structures at a

variety at different scales. Low-order image statistics, low-order Markov random fields,

and statistical spectral techniques have been used quite successfully for modeling narrow-

band textures [14–16]. However, these techniques are not well-suited to modeling inho-

mogeneous images that have multiple patterns at different scales. Since the epitome is

represented as an image, it can model features that occupy a wide range of frequency bands

and can model phase dependencies that span the width of the epitome.

A quite different approach to modeling long-range dependencies is to introduce hidden

variables that store the state of the pattern, in the fashion of hidden Markov models [17] and

Markov random fields [2]. While hidden Markov models can potentially model long-range
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Figure 3: Parts-based image retrieval using the epitome. (A) The epitome was learned
using patches drawn from a library of face images [11]. (B) To find smiling faces, we
identified a region in the epitome that contains the corner of a smiling mouth. Then, we
retrieved the 25 faces that had the highest total posterior probability of using patches in the
identified region. (C) To find faces without smiles, we retrieved the 25 faces that had the
lowest total posterior probability of using patches in the identified region. (D) To retrieve
images containing a combination of parts, we identified multiple regions in the epitome and
retrieved images containing at least one patch that was most likely from each region. Here,
we chose regions in the epitome containing a nearly closed eye, the corner of a smiling
mouth, and dark hair. (C) Images retrieved when we identified the same regions as above,
except that an open eye was identified instead of a closed eye.
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dependencies, the forward-backward learning algorithm is notorious for confusing some of

the states in long sequences, thus failing to accurately model long-range dependencies [18].

This problem is worse for Markov random fields, where approximate inference algorithms

must be used to infer the state variables during learning, and confusing states for different

patterns is even more likely. The epitome avoids this problem by directly fitting segments

from the input, so that long-range dependencies within individual patterns are preserved

during learning.

In comparison with vector-space techniques for clustering [19, 20], dimensionality reduc-

tion [21–24] and independent component analysis [25], an advantage of the epitome is that

it can account for relationships between patterns that emerge when the data is measured on

an underlying domain, such as space or time. By representing the model in this same do-

main, the epitome can associate input patterns that come from nearby locations in a broader

pattern, even when the input patterns are far apart in the corresponding vector space.

We view the epitome and other data analysis techniques as complementary. Dependencies

between elements in the epitome that are not accounted for by domain warping can be

modeled using vector-space machine learning techniques, such as independent component

analysis [25]. Since the epitome is a probability model, it can be integrated into other

probability models used in machine learning.

Our description of the epitome and the EM learning algorithm leaves several interesting

avenues of research unexplored. For example, although we reported results on highly-

constrained forms of mappings, another approach is to allow much richer mappings. An

arbitrary mapping can be specified using one mapping variablem[k] for each position

k in the patch:m = {m[k] : k ∈ K}. Without any constraints, the total number of
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such mappings is too large to directly enumerate for all but uninterestingly small models.

However, if the distribution over mappings,ρ(m), is described by a tree on the mapping

variables{m[k] : k ∈ K}, dynamic programming can be used to efficiently compute the

summations needed for inference and learning [26].

Our results show that the epitome provides a natural interface to the much larger input im-

age and supports a variety of complex data processing tasks, including texture segmenta-

tion, object detection, and parts-based image retrieval. It is also appealing that the epitome

can be estimated by optimizing a cost function and that the EM algorithm can be used to

efficiently find a solution. By virtue of the fact that the epitome models multi-scale high-

order statistics, but is defined on the same domain as the input, we believe the epitome has

the potential to be useful in a variety of application areas.
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